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Ctrl

C

Headless
content

o Every migration project ends
V with the same two keystrokes.

Different budgets. Different teams.
Different tech. Same shortcut.

Rich Platform Redesigns &
experiences migrations refreshes



.22 Content Migration is the Drag
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Site build weeks

Content
migration

months

PDFs Legacy CMS Static sites React apps Copy docs



22 Al Can Boost the Content Supply Chain
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Reads like Understands Adapts to Improves
a human intent the source itself



"¢ The Vision
adaptTo()
One agent-driven migration system, purpose-built for Adobe EDS,

reducing the operational overhead of a traditional migration.

0 - the target system
Many messy inputs, one standard output, one person at the end.

Sources Al agent Enterprise Publish
PDFs, static sites, Reads the source. Workspace A person decides

React apps, Al- Decides the preview what goes live.
EDS blocks

generated pages structure. Authors

for scale tests. the page. authored and

rendered for review

C] a person a deterministic step an agentic step a mix of both



:::TEO Core Capabilities
MEMORY

Lives in Enterprise Workspace -
readable, not a black box

Humans edit it directly, in
markdown

Gets richer with every run

BLOCK LIBRARY

The canonical definition of every
EDS block

What each block can and can't
do

Authored examples the agent
can match



- How Do You Know It Worked?
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The right EDS Contrast, alt text, Nothing lost from Renders the way
blocks, in a sane ARIA, keyboard the source. it should, in a real
heading order. order. Nothing invented. browser.

Scored outside the migration flow - the thing being
measured never grades itself.



..« The Demo
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THE SETUP

Katie’s Travel Journal:
real writing, trapped in a
hand-built 2004 blog site.

DESTINATION:

The Wilderness Journal
(on Enterprise
Workspace aka DA.Live)



https://www.jackzhaojin.com/adapt-to-2026-demo/index.html
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Open source - github.com/jackzhaojin/azure-da-mcp
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=22 First: One Good Migration Agent
adaptTo() An agent that knows da.live and the block library - then taught to check its own work.
n@n Migration agent Q
_ Enterprise Enterprise Workspace
Source content Reads the source, decides the .
PDFs - legacy HTML - Workspace MCP preview
cenet structure, authors real EDS the agent's hands real pages, rendered live
eac blocks.
knowledge Block library

NEW

@ Playwright MCP - in the cloud UEE CRESE ool

The agent opens its own preview in a real browser - Author Render Inspect Fix

el e vinel (peke i losifars @ persem ever sees | Verification runs against the rendered page, not the intended markup.

10



[ 1 I )
= es  Then: Evals, and a Content Generator
adaptTo() Scores to sharpen the prompts. Synthetic pages to test against.
— NEW \J
Evals /2 Content generator
So we could improve the prompts on evidence. A simple way to make test input on demand.
» Every run scored on four dimensions: structure, * Picks a topic, writes a brief
accessibility, content, visual * Renders a synthetic source page

* Deterministic tools, plus an agentic pass * Known ground truth to measure against

» Scores feed straight back into the prompts

But each system had its own front door - and each one started by hand.

NEW

11



|8 o .
s2¢ But Everything Was Separate
adaptTo() Migration and evals worked - they just never talked to each other.
l@l
Migration agent Evals Generator
Enterprise Workspace + Playwright its own app, its own run started by hand
MCP

[ J
x Output moved between systems because a person moved it.

“‘We automated the copy-and-paste out of migration - then did the copy-and-paste of URLs between
our own tools.”

12



| L I
u_se Conceptually: One Framework, Any Content Process
adaptTo() Any trigger, any route through the agents - and four places the human can sit.
Migrator
ANY TRIGGER Human oversight
Human Ul
Preview publish
Deterministic Eval Orchestrator Human
Final publish
Al trigger
Generator

Human governance on the entire flow

13
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The Rebuild Started Small

Two agents, one open protocol. Nothing else.

a Coordinator

A plain route table: evaluate,
migrate, generate + migrate, or the open protocol

full loop. No model calls inside.

n@n Migrator

One contract: migration.run. The
model and the backend behind it
stay swappable.

Everything from the baseline comes back next - same protocol, same contract style.

13



=22 Then Every Piece Came Back - as an Agent

adaptTo() One mesh, one protocol, shared state. Run a single agent, or the whole loop.

Enterprise
g Migrator Workspace
! [ .
writes the pages preview

never the live site

a Coordinator Generator .

A2A J
’ makes test content -
A person reviews at the

Routes each run to the

right agents. . .
end. Nothing publishes

itself.
Eval
s scores the result

One shared store - every agent writes full task state, so runs survive drops and cold starts.
Full diagrams in appendix

14



T i
- Five Models, One Eval Process: Memory On vs Off
adaptTo()

Model Structure | Accessibility Content Visual Overall Rules [ Blocks
Kimi K3 93 A3 92 = 85 A3 90 A2 90 A2 8 of 8 5
Kimi K2.7 90 a4 92-= 84 a6 86 A1 88 A3 8 of 8 4
Claude Sonnet 5 95 A13 92 = 78 = 88 A3 88 a4 8 of 8 5
Claude Opus 5 95 A13 92 = 81 v2 93 A5 90 a4 8 of 8 5
Claude Haiku 4.5 90 a5 92-= 76 A2 79 v4 84 = 30f8 5

Scores are the 2026-09-08 run with agent memory on; A ¥ = change against the 2026-08-29 run without memory, = no change (one run
each, 2-4 points is within variance). Rules = memory rules the model applied, of 8. Blocks = block-library pages opened before authoring,
from logged tool calls.

16
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s.2¢ Use Case 1: The Migration Route
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Human
picks + judges

Agentic
does the work

Deterministic
routes + records

Trigger
Paste source URLS

K3 Writes Pages
Source — da.live

Route + Fan Out Eval Tool Floor
1 branch per URL Scan + screenshots

Review Result
Evidence panel

Fidelity Eval
Per-page scores

Durable Record
Survives restarts

19


https://content-factory.jackzhaojin.com/

=.2t Use Case 2: The Daily Loop
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Human
curates later

Agentic
picks + makes

Deterministic
wakes + records

Ideate
No topic supplied

Heartbeat
Cron, 09:20 UTC

Curate Later
Review + promote

Write + Author 4 Score
Draft to preview Quality lens
Keepalive

Poll every 45s

20



| 1 B}
s2¢ Use Case 3: Trend Research
adaptTo()

Human z Read + Steer
policy + reads Skim, star topics
Agentic s Research Sweep . Synthesize
sweeps + distills Week’s signals content.brief
Deterministic 1 Weekly Cadence T Deliver

cron + delivery Monday cron Public R2 URL

22



=22 Use Case 4: Content Supply Chain
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Human
approves + reviews

Agentic

routes + authors

Deterministic
trigger + preview

Approval
In Workfront

Coordinator
Brief + assets

Trigger
Fusion webhook

4 Author Page

Draft + images

Tool Floor
Scan + screenshot

Review
Preview link

Eval Gate
Auto on pass

Preview

Never live

24



il Final Takeaways
adaptTo
Agents Do the Work Evals Prove It

Adaptive authoring with Objective signal
Real EDS blocks and

Repeatable scores
default content

Data over vibes
Any model vendor

Al visual inspection

A Decoupled Mesh

Open protocol
Swap in config
Infinite use cases

23



s My Week in Berlin
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Photo by Levin on Unsplash

i

Photo by Aleksas Stan on Unsplash

Photo by Sam Lashbrooke on Unsplash

24


https://unsplash.com/@fotosvoneuch?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText
https://unsplash.com/@fotosvoneuch?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText
https://unsplash.com/photos/a-train-going-under-a-bridge-l2tUFUZ-AMQ?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText
https://unsplash.com/@levinuss?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText
https://unsplash.com/photos/berlin-lighted-free-standing-signage-during-night-time-i8IPxSMJWtA?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText
https://unsplash.com/@rivaldoo?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText
https://unsplash.com/photos/berlins-tv-tower-stands-tall-above-buildings-sIeUngA6ntU?utm_source=unsplash&utm_medium=referral&utm_content=creditCopyText

adaptTo()
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= Links
= Code: https://github.com/jackzhaojin/azure-da-mcp

= Demo site: https://github.com/jackzhaojin/adapt-to-
2026-demo

= Documentation: https://github.com/jackzhaojin/azure-
da-mcp/tree/main/docs/architecture

» Tools used: https://github.com/jackzhaojin/azure-da-
mcp/blob/main/docs/tools-used.md

= Everything else (working demo, before and after pages,
dashboard): https://github.com/jackzhaojin/azure-da-
mcp/blob/main/REFERENCES.md

26
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Two protocols, two jobs: A2A agent-to-agent, MCP agent-to-tool

A2A is how work moves across the mesh. MCP is how one agent reaches a browser, a CMS, or a database. Same skill file, two model hamesses, both directions

A2A (agent to agent) MCP (agent to tool)

plain code path (53 / REST), no protocol on the wire between agents

(raman ) ((oeserminimic ) (Thgmmie ) ()

Humans - the dashboard, in a browser
Google SSO - four trigger lanes - live activity - evidence - curation

op: all from one pag

Schedules - GitHub Actions, no human identity
daily-content-loopyml cron — pre-warm /health — coordinate.run full-loop
mesh token; the run is NULL-owned, shared with every signed-in human

Other agentic solutions
any A2A client that reads the Agent Card: another mesh, a bot

webhoo allers 1 m, Fusion) use the edge shim

Ul — /api/trigger — A2A, identity attached

Agent Card — /a2a (or /h

ooks for webhook-only call

v A 5

A2A vocabulary - what every agent speaks

Agent Card at /well-known/agent-cardjson (discovery)

Task {id, contextld, status, artifacts}, saved on every transition
message/send - message/stream (SSE) - tasks/get - push webhooks

@a2ajs/sdk, one Express server per agent

P

.

coordinator :4004 - A2A client AND server
route table + fan-out (deterministic) - ideate + briefs (agentic)
one contextld per run; children's working-notes become the live feed

severed stream? recover from tasks/get against the persisted Task

hree doors in, one doo )

Edge shim - A2A for callers that don't speak it

POST /hooks/:agent/:skill with flat JSON — 202 {taskid)

the finished Task arrives at callbackUrl as a webhook (A2A push)
edge token, not mesh token - separate blast radius

Make.com, curl, Workfront Fusion: one POST, one webhook

same three calls for every agent - the card says what it can do

tream (SSE) - bearer mesh token - one contextld across the run

v

v

content-gen :4002

skills: content.ideate - content.brief - synthetic sources
Claude Agent SDK query(), tool-free; template fallback
then plain code writes the source HTML to R2 (53 API)
tools: none for the model; the artifact store for the code

no MCP at all - the si agent proved the cha

~

~
migration :4003 - one card, swappable backends
dryrun - makecom - opencode (Kimi K3) - sdk (Claude Agent SDK)
same prompt + SKILL.md + the same two MCP servers under both
harnesses - the vendor swap never touches the tools

harness built-ins (skill, bash, read, write, edit, webfetch)

+ dalive * x6 + playwright browser_* x5 (listed below)

reused verbatim

J

eval :4001 - four dimensions

deterministic tools first, an Agent SDK pass second, then blend
Claude reaches the live page through MCP: DOM, a1y tree,
screenshots - then scores with vision

tools: harness Bash / Read / WebFetch + playwright browser_*

+ filesystem read_file; the visual pass gets the PNGs as images

s cap every Chromium, MCP spa

MCP over stdio

A 4

M over stdio

da.live MCP - the CMS as tools

our functions/ server on Azure Functions, streamable HTTP

Playwright MCP - a browser as tools

@playwright/mep over stdio, headless Chromium

filesystem MCP

@modelcontextprotocol/server-filesystem

self-authenticates: S25 technical account, anonymous inbound migration: --isolated - eval: a browser permit eval reads its own screenshots back

S3 API, not MCP

list_dalive_content - get_dalive_content browser_navigate - browser_snapshot read file - list_directory

create_dalive content - save_dalive_content browser_take screenshot - browser._click (scoped to the screenshots dir)

preview_publish_dalive_content - create_folder_dalive browser_fill_form

used by migration only; the caller needs rothing but a URL migration: read source, validate - eval: live DOM, ally

ed per Agent SDK pass, eval only

REST, 525 one permit

v

R2 - the artifact bytes da.live / EDS - the content target

synthetic source pages (content-gen),

Headless Chromium A person, in Claude Desktop
writes to /source/{owner}/{site}/ai-articles/.

then .aem.page preview - never live

inside the container, --no-sandbox where root
eval: BROWSER_PERMITS=3, two merged caches T
L MCP over stdio

*how did yesterday’s run score, and why?"
eval screenshots - public r2.dev URLs

store-mcp - the mesh exposes MCP too
read-only tools over runs - tasks - eval_reports

nodelcontextprotocol/sdk, no port, no writes

!

the store - SQLite locally, D1 in the cdoud

the flight recorder every consumer can replay

Two harnesses, one skill: the migration prompt, SKILL.md, and both MCP servers are identical under opencode (Kimi) and the Claude Agent SDK.
Swapping the model vendor is a payload field; the tools, the CMS, and the browser never notice

A2A vs MCP in one line: A2A is agent-to-agent (cards, tasks, streams); MCP is agent-to-tool (a browser, a CMS, a database). We use both, each in the direction it was built for.

Where the tools live: 6 CMS tools behind one MCP URL, 5 browser tools behind one stdio server, a filesystem reader for eval, and the harness built-ins. Storage is plain code: S3 to R2, SQL to the store.




-4 () (Cosermimisic ) (“gmie ) (i )
2 00

aEe s ~
Cloudflare zone jackzhaojin.com (registrar: Cloudflare) - Workers + Containers - D1 - R2 - Tunnel - deployed by every v2.x tac
adaptTo()

The server side: one Worker, four containers, one database, one bucket

Everything the mesh runs on in production, as configured in agents/deploy/wrangler.jsonc. Scale-to-zero: it sleeps when idle and wakes in 5-30 s

Five custom domains, all routed to the one Worker (routes inwrangler,jsonc, custom_domain: true)
content-factory (A2A) - content-factor-dash (the dashboard; the Google-OAuth-registered host) - content-factory-eval - content-factory-gen - content-factory-migrate - all jackzhaojin.com

the five *xpriai g manual teardown) - the Worker presi

Worker "content-factory” - the only thing with bindings and secrets

hostname — Durable Object binding — one Container class each (max_instances 1) - owns the only D1 binding and serves the secret-gated POST /d1/query the containers call back into (~100 ms/query)
13 runtime secrets set once with wrangler secret put (D1 proxy, mesh + edge tokens, R2 keys, Google OAuth, Moonshot, Claude) - vars: R2_*, KIMI_MODEL_ID=k3, DALIVE_MCP_URL, MIGRATION_DEFAULT_BACKEND

/worker-t answers witho 19 a container (the deploy smoke probe) - observability on - wrang| [ for live logs

coordinator basic eval standard-3, the heavy one content-gen basic migration standard-1

1/4 vCPU - 1 GiB - sleeps after 30 min
coordinator.Dockerfile, Next build baked in

2VCPU - 8 GiB - sleeps after 15 min
non-root appuser, Claude CLI + MCP servers,

1/4VCPU - 1 GiB - sleeps after 15 min
non-root appuser, Claude CLI, no Playwright

1/2 VCPU - 4 GiB - sleeps after 15 min
opencode 1.1825 pinned, kimi config baked,

A2A server + Nextjs dashboard, one process two Chromium caches, runtime .claude,json the agentic writer, template fallback skill synced in, Chromium for Playwright MCP

restart policy: in-flight runs marked failed axe-core, screenshots, four agentic passes briefs, ideation, syrthetic sources to R2 9-30 min agentic tums, streamed live

0 warm EVAL_CONCURRENCY=1 here: standard-1 starved lite (256 MiB) starved the Node + CLI pair runs as root, so Chromium gets --no-sandbox

images are linux/amdé4, built by wrangler deploy from the four Dockerfiles (build context = agents/), pushed to Cloudflare’s managed registry - env reaches a container only as string vars from the Worker - cold start 5-30's

D1 - a2a-agents the database R2 - a2a-agents-artifacts the disk Container disk scratch only Tunnel a2a-mesh legag

runs - tasks (full A2A Task JSON) public bucket on r2.dev, by design Joutput, tmp, opencode sessions a2axpriai — alaptop's 4003

eval_reports - artifacts - push_configs
reached only via the Worker's /d1/query
same SQL as local SQLite, two drivers

schema by har

eval screenshots, synthetic source pages
S3 API (Sigv4) from inside the containers
same URL contract as the local ./output

the URL is the handoff between agents and clouds

gone on sleep, rollout, or replacement
screenshots are copied to R2 before the
task completes; the store keeps the URL

nothing durable lives here

Make.com's callback ingress to a LOCAL
migration agent, not the cloud one
cloudflared, config in ~/.cloudflared

)

T deploys (tag) - drives the loop (cron)

1 sign-in

i migration, via MCP

i writes + reads

i every agentic tum

GitHub Actions

deploy-agents.yml on v2.x tags
daily loop cron, 09:20 UTC
agents-e2e.yml on main + PRs

2 repo secrets: CF token + account id

Google OAuth - SSO

Auth.js v5, JWT sessions, no DB
callback on content-factor-dash
optional AUTH_ALLOWED_EMAILS list

runs.user_email names the person

Azure Functions - da.live MCP

jack-mcp-azure-ai-function
azurewebsites.net/api/mcp-streamable
S2S technical account inside

our one piece outside Cloudflare

Model vendors

Moonshot Kimi K3 at api.kimi.com
through the in-process kimi-proxy
Anthropic Claude via the Claude CLI

da.live / EDS - the target

site adapt-to-2026-demo
main--adapt-to-2026-demo--jackzhaojin
aem.page, preview only

keys on the Worker, never in git % i er live

Local parity: the identical code runs on a laptop - SQLite files for D1, localhost ports for the hostnames, ./output for R2. The driver is picked by env; behavior never drifts.

Why this shape: the Worker is the only thing with bindings and secrets; the containers are plain Node processes that could run anywhere - which is exactly why the same code runs on a laptop.

What it costs: scale-to-zero, so the first request after idle pays a 5-30 s cold start; rollouts replace containers and kill in-flight runs, so deploy between runs, not during.




Dev ops: trunk-based, tag-driven, and a laptop is never in the release path (

) ( peterministic | (_Agentic ) ( mix ]

Two tag lines that never cross: v1.* redeploys the frozen 1.0 app on Oracle; v2.x and later builds four containers and rolls the Worker on Cloudflare.

1- Local dev

Node 20, the same code as prod
SQLite, localhost ports, ./output
npm rundev:* one per agent

2 - Cl on main + PRs 3 - Cut arelease 4 - deploy-agents.yml

agents-e2e.yml, paths: agents/**
npm ci — typecheck — teste2e
stub engine: real servers on

bump agents/package json
+ CHANGELOG entry, same commit
git tag -a v2.x.y, push the tag

verify: Node 20, typechedk + e2e
deploy: Node 22, free disk, buildx
npm run deploy = sync-skill +

5 - Cloudflare, live

Worker + 4 containers replaced
13 runtime secrets persist (set
once with wrangler secret put)

typechedk (2 tsconfigs)
teste2e fast tier in ~5s

14xxx ports, no browsers, no keys
creds stripped, so Cl is $0

gh release create --generate-notes
RELEASES.md is the process doc

wrangler deploy: 4 amd64 images —
managed registry — roll the Worker

D1 schema changes by hand:
wrangler d1 execute --remote

main only; no long-lived branches deterministic by construction tags are immutable once shipped then /worker-health, 10 tries

v

v1.* tags take the other road: deploy-content-authoring-eval.yml — Docker build - GHCR — the Oracle VM manual path: workflow_dispatch
from any ref; skip_tests = hotfix;

deploys queue, never cancel

(the frozen 1.0 backup, D5). The tag patternis the only gate: v1 never reaches Cloudflare, v2+ never reaches Oracle.

The test tiers real servers, no mocks; each tier a different price
p

fast npm run test.e2e live npm run test:live soak npm run test:soak cloud npm runtest:cloud
stub eval engine, real A2A servers on 14xxx
ports, throwaway SQLite files

pins the protocol: lifecycle, shim, push, auth

real engine: Chromium, axe-core, screenshots
eval honesty rules; opencode migration opt-in
(writes a real da.live page)

the closed loop ten times over
variance, leaks, flakiness

against the deployed mesh
tier 1 always; the Kimi tier needs
DALIVE_TEST_OWNER + DALIVE_TEST_SITE

the Cl gate: ~5 s, $0, no browsers or keys creds-gated tests auto-skip; $0 without a key run locally before a release the post-deploy proof

Loops that run without us GitHub Actions as the scheduler

daily-content-loop.yml cron 209 * * * the production loop model-matrix npm run model-matrix, the benchmark

node github/scripts/daily-content-loop.mjs — pre-warm /health x4 — coordinator full-loop, poll to done the same migration + eval over N models: Kimi K3, K2.7, Claude via the sdk backend
one contextld, identical payloads, variance per dimension, the same judge model on every row

2026-08-29: K3 confirmed as the daily loop's default

mesh + edge tokens bypass SSO: a NULL-owned run every signed-in human can see and curate
95-min budget: 2 attempts x (30-min migration cap + generate + eval); one loop at a time

workflow_dispatch overrides: backend, model (k3), route, site, owner, topic, lane, fan-out on demand, from a laptop or a runner; re-run whenever a vendor ships

Operate what you can see, and what heals itself

/health per agent: engine, queue depth, browser pemmits, opencodeVersion, kimiProxy, kimiModelResolved - /worker-health on the Worker - wrangler tail for live logs

self-healing: eval restart rebuild (30-min age guard) - coordinator cold-start retries (4 x 15s) - severed streams recovered via tasks/get - heartbeats in every quiet layer - the loop's own retry
rollback = re-tag or workflow_dispatch an older ref; secrets never move, so a rollback is only code

the store is the flight recorder: when container logs were invisible, tasks/get and store-mcp still answered

The release is a git tag. Nothing on a laptop is required after the push: GitHub builds the images, wrangler rolls the Worker, the smoke probe passes or the run goes red.
Two secrets in GitHub, thirteen on the Worker: Cl only authenticates wrangler; every runtime credential was set once with wrangler secret put and persists across deploys.

Where the human sits: at the keyboard for the tag and at the dashboard for curation; everything between, including the daily production run, is a workflow file.




22 Migration Orchestration

adaptTo()

In the baseline system, Make.com and Workfront Fusion ran the workflow. The agent handled the content.

Workflow and content

1.0 — migration orchestration The orchestrator owned sequencing, retries, and
[ ved in Make.com; intelligence lived in the agent. The separatic : inator grew from coordination. The agent read the source and wrote the
N —_——— output.
DA-Live MCP — the Al's hands

capture th

atic

Human review

X Trigger, agent execution, save to DA-Live, preview,
The orchestrated flow — repeatable across thousands of pages pUb"Sh. A person reviewed the preview before anything
went live.

01 - Trigger 02 - Agent execution 03 - DA-Live save 04 - Preview + validate 05 - Publish

after

Carried forward

The coordinator in the new platform keeps this split:
workflow in plain code, judgment in the agents.

Why this layer mattered: th

different a

What survived into 2.0: orc|

Piece one: orchestration and intelligence live in separate places.

31



22 Playwright: Giving Al Vision
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A remote Playwright MCP let the agent open the migrated page and check its own work in a real browser.

The check loop

Author the page, render the preview, look at it, fix what is
off. Verification runs against the rendered page rather

than the inten markup.
1.0 — Playwright: giving the Al vision an the intended markup

osted remot rol for th r structure res

Al needs to see real output Test, verify, and correct

The agent loads the actual page the way a user would — inspecting Avisual feedback loop: immediate testing, validation of outcomes,
DOM structure, verifying der, confirming visual and an elf-correction — closing the gap between what the
structural integrity ag hat was intended. agent intended and what actually shipped. Real output

the s own wor Screenshots and DOM checks come from the same
preview a reader would see.

author the page I render the preview look at it (Playwright) }—» refine what's off
) \ ) \

Why it mattered: confidence came from the agent validating its own actions in a real envirt - nding what it did, not jus Carried forward

What survived into 2.0: e uthor ken E e s the real render — the mesh t go of the eyes.

Every authoring backend still checks its own preview,
and the eval agent screenshots pages in real Chromium.

Piece two: agents verify their output in a browser.

KV



22 Why Evals Are Part of the System
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Evaluation was designed in from the start, and it ran separately from the migration flow.

Four dimensions

Structure, accessibility, content, visual. Deterministic
analysis plus an agentic pass in the baseline app.

Decoupled evaluation * Continuous improvement

! migra . nal a the migration
cale — automated e s but ind
nent

urfacing patter
Separate on purpose

Evals ran outside the migration flow, so models, prompts,
and whole approaches could be compared on the same

What the signal was used for footlng.

Assess Al models
which LLM fits

Why it mattered me 2 px , Carried forward

What survived

The engine moved into its own agent with its own store.
Scores now also record how they were produced.

Piece three: measurement, kept independent of the thing it measures.

33



".2¢ The Coordinator
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A run can start from the dashboard, from a schedule, or from the mesh itself. All three paths call the same skill, coordinate.run.

Three entry points

The dashboard (Google SSO, per-run settings down to
(" A uman — the dashbosr | [ Aschedute — Github Actions cron 1 [ " the model), a GitHub Actions cron, or the mesh picking
! its own topic and route.

The coordinator — three ways work starts, one door in

Deterministic routing

The coordinator is a route table: evaluate, migrate,
generate+migrate, full-loop, or auto, in any order. No
model calls inside it.

coordinator

Branches and variance

One contextld per run, N parallel branches, variance
stats (mean, sigma, pass rate), and a live activity feed.

Judgment stays in the agents it calls. The coordinator stays plain code.

34



.22 The Migration Agent
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One contract, migration.run. The backend behind it is swappable.

The migration agent — one contract, any runtime, any vendor

migration.run — the one Agent Card

Comparing two models on the same ten migrations is a configuration change.

Four backends

dryrun (a simulation, used by Cl), Make.com (low-code

scenario), opencode running Kimi (a non-Anthropic
model, headless), and an SDK slot.

One shared skill file

Kimi uses the same da-live-author-playwright skill a
Claude session uses, plus a da.live MCP with its own
service account and a Playwright MCP.

Preview only

No part of the mesh can publish to the live site. That
capability does not exist in it. Publishing stays with a
person.
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.22 The Content Generator

adaptTo()

Three skills: pick a topic, write a brief, render a synthetic source page with a known ground truth.

The content generator — a complete agent on its own

content.ideate content.bri

The writer — agentic ceiling, deterministic floor (40 owser, CPL Its own storage

laude A the

the bytes — A2 artifact store
sk1d

Deterministic floor — the template tier

Fully functional without the rest of the mesh

A generation failure never stops the rest of a run.

Two tiers

An agentic writer (Claude Agent SDK) over a
deterministic template that always works and costs
nothing. Agentic failures fall back to the template and are
recorded.

Its own storage

Its own store rows, plus artifact files on R2 under public
URLs. The URL is the handoff to whatever consumes it.

Standalone

Nothing in this agent knows about EDS or migration. Use
case three shows it working alone.
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.= [he Eval Agent

adaptTo()

Four dimensions: structure, accessibility, content, visual. Each is scored twice, then blended.

The eval agent — deterministic floor, agenti ling, honest blend

Four dimensians scored twise — by iuols thal ean'l lie and idige — then blended, with the

structure accossibility cantant visual

ing sprint)

A dead URL once scored visual 100 from a placeholder screenshot. These rules exist because of bugs like that.

Two scoring tiers

Deterministic tools (cheerio, axe-core, Playwright
screenshots in real Chromium) plus an agentic pass for
what tools cannot measure.

Mode badges

Each dimension records how it was scored: agentic,
deterministic-only, or fallback, with a reason. Skipped
dimensions renormalize instead of counting as zero.

Two lenses

Fidelity asks whether the migration preserved the source.
Quality asks whether the page is good on its own. The
route picks the lens.
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R The Full Mesh

adaptTo()

Four agents behind one Cloudflare Worker, one shared store, artifacts on R2, da.live as the preview-only target.

The whole mesh — same colors as 2025, but now the colors compose uman pente | [ s State Ilves in the Store

Fel

Streams drop and containers sleep, so every agent
writes full task state on every change. Anything can
recover by polling tasks/get.

Cloudflare

Laptop and cloud parity

SQLite locally, D1 in the cloud, same SQL and same
code. Local runs behave like production.

Measured result

Same legend as the 2025 drawing. The connections are now A2A calls instead of a person.

Kimi wrote a real da.live page from inside a container and
the agentic eval scored it 91, end to end on Cloudflare.
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